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Executive Summary
This technical guide outlines how to take advantage of Hadoop to extend your enterprise 
information architecture in the era of Big Data. Hadoop deployments are maturing as part of an 
integrated environment to store, process, and analyze large-scale data that is complex in sources 
and formats. Organizations are now considering Hadoop as part of an overall loosely coupled 
architecture to handle all types of data cost-effectively.

First, we describe the scope, challenges, and opportunities of evaluating, designing, and deploying 
Hadoop and its subprojects in the context of building and evolving your enterprise information 
architecture. We explore and clarify the role of data integration for these projects. Second, we 
illustrate typical use cases of Hadoop projects and introduce a high-level reference architecture 
to support business requirements involving semi- and unstructured data sources over petabytes 
of data. Third, we provide guidance on enterprise data integration for typical use cases, including 
behavioral modeling, fraud analytics, Web log analysis, and network monitoring. Finally, we 
summarize the benefits of an integrated environment with Hadoop, including how to get started. 

This technical guide addresses the growing market demand for understanding why the ability to 
leverage Hadoop is critical for an organization seeking to extend its information management 
practice —including what an integrated environment with Hadoop and the existing infrastructure 
will look like and what considerations must be given to supporting Hadoop from the data 
integration perspective.
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Hadoop Coming of Age

The “Force” of Hadoop
Interest in Hadoop is intensifying rapidly. Organizations are keen on understanding how and when 
to take advantage of Hadoop to monetize the value of Big Data, improve competitive advantage, 
and transition toward the ideal of the data-driven enterprise. For Big Data projects, Hadoop offers 
two important services: It can store any kind of data from any source, inexpensively and at very 
large scale, and it can do very sophisticated analysis of that data easily and quickly. With Hadoop, 
organizations are discovering and putting into practice new data analysis and mining techniques 
that were previously impractical for performance, cost, and technological reasons.

Hadoop, the Big Data processing platform, is gaining attention and sponsorship from IT executives. 
Stephen Prentice of Gartner advised, “Entrepreneurial CIOs should aggressively embrace the 
concepts of Big Data, because it represents a perfect example of the type of technology-enabled 
strategic business opportunity that plays to their strengths and could deliver significant new 
revenue or unique competitive differentiation to the business.”1

Unlike traditional relational platforms, Hadoop is able to store any kind of data in native data 
format and perform a wide variety of analyses and transformations on that data. As a result, 
for areas in which traditional IT infrastructures are not meeting the demands of Big Data, 
organizations are considering or using Hadoop as an extension to their environments to tackle the 
volume, velocity, and variety of Big Data.

The market of Hadoop-based offerings is evolving rapidly. Trying to understand these diverse 
Hadoop offerings can be daunting when evaluating your next data platform. As Hadoop expert Tom 
White writes in his book Hadoop: The Definitive Guide, “The good news is that Big Data is here. The 
bad news is that we are struggling to store and analyze it.”2 Hadoop decisively addresses some of 
these pains. Organizations are considering or deploying Hadoop because of its unique strengths:

•	Complex data analytics . Not all data fits into the structured rows and columns of a traditional 
database. Hadoop is ideal for diverse and complex data such as videos, images, text, logs 
from applications, networks and Web, real-time feeds, and call detail records (CDRs), as well 
as information from sensors and devices, especially when you want to store data in its native 
format. Many organizations perform sentiment analysis or fraud analysis, combining transaction 
data with textual and other Big Data from a variety of applications. Extensive data exploration 
beyond data samples is part of the analytics requirements

•	Storage of large amounts of data . Hadoop stores data without a need to change it into a 
different format, as the majority of traditional data warehousing processes requires. Value of 
data is not lost in the translation process. When you need to accommodate new data sources 
and formats but don’t want to lock into a single format, Hadoop is often a good framework that 
allows flexibility for a data analyst to choose how and when to perform data analysis. Many 
organizations use Hadoop as a temporary data store or staging area before deciding what to 
do with data—an opportunity to keep data that used to be discarded for future mining or data 
preparation tasks

“Entrepreneurial CIOs should 

aggressively embrace the concepts 

of Big Data, because it represents 

a perfect example of the type of 

technology-enabled strategic 

business opportunity that plays to 

their strengths and could deliver 

significant new revenue or unique 

competitive differentiation to the 

business.” 

Stephen Prentice 

VP and Gartner Fellow, Gartner

1  Stephen Prentice, Gartner, “CEO Advisory: Big Data Equals Big Opportunity,” March 2011.

2  Tom White, Hadoop: The Definitive Guide, 2009, O’Reilly. 
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•	Scaling through distributed processing . With scalability from terabytes to petabytes, Hadoop 
offers a distributed framework capable of processing massive volumes of diverse data as 
organizational demand changes. Organizations that run Hadoop—from very large clusters to 
smaller, terabyte-scale systems—characterize Hadoop’s ability to scale both up and down as 
a definitive advantage in performance and cost-efficiency. With its MapReduce framework, 
Hadoop can abstract the complexity of running distributed, shared-nothing data processing 
functions across multiple nodes in the cluster, making it easier to gain benefits of scaling.

•	Cost advantage . Hadoop is open source software that runs on commodity hardware. You can 
add or retire nodes based on project demand. This combination can reduce the per-terabyte 
cost for storage and data processing. The ability to store and process data cost-effectively 
in Hadoop is enabling organizations to harness more data or even all data, without the need 
for summarization, for projects that did not previously make business sense or were not 
economically feasible. 

•	Power of open source community . Hadoop and its subprojects are supported by a global and 
growing network of developers and some of the world’s largest Web-centric companies, such 
as Yahoo! and Facebook. Organizations that choose Hadoop benefit from the open source 
characteristics of sharing best practices, implementing enhancements and fixes in software and 
documentation, and evolving the overall community. 

It is noted here that many traditional data-related vendors are now providing solutions to help 
combine data from Hadoop and the rest of infrastructures and this interoperability with Hadoop is 
also starting to add to the list of benefits above.

Hadoop usage has certainly passed the initial hype period. In a benchmark research report 
of large-scale data users, Ventana Research discovered that 54 percent of respondents have 
deployed or are considering Hadoop.3 The Ventana Research benchmark also revealed that 
Hadoop users realized substantially greater cost savings, ability to create new products and 
services, analytic speed, and resource utilization compared to non-Hadoop users.

According to James Kobielus of Forrester, “What’s clear is that Hadoop has already proven its 
initial footprint in the enterprise data warehousing (EDW) arena: as a petabyte-scalable staging 
cloud for unstructured content and embedded execution of advanced analytics.”4

3  David Menninger, Ventana Research, “Hadoop and Information Management Benchmark Research Project,” August 2011.

4  James Kobielus, Forrester, “Hadoop: Future of Enterprise Data Warehousing? Are You Kidding?” June 2011.
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Challenges with Hadoop
Hadoop is an evolving data processing platform and often market confusion exists among 
prospective user organizations. Based on our research and input from Informatica customers, the 
following lists summarize the challenges in Hadoop deployment.

•	Difficulty finding resources and keeping them productive. Data scientists and developers adept 
at the types of tasks and projects selected for Hadoop are often difficult to find. Hadoop 
projects create additional siloes of data and data-related activities that can be duplicative and 
hard to manage. It’s also difficult to repurpose assets such as data quality rules and mappings 
used outside Hadoop for Hadoop projects.

•	 Pre- and post-processing of data in Hadoop. It is also becoming clearer that the data tasks 
performed in Hadoop also need to be further integrated with the rest of IT systems. Scripting 
these tasks can often cause problems when organizations want to move data in and out of 
Hadoop with reliability and efficiency.

•	Challenges in effectively tackling the diversity of data and deriving meanings Hadoop excels at 
storing a diversity of data, but the ability to derive meanings and make sense of it across all 
relevant data types can be a major challenge.

•	 Lack of transparency and auditability over development tasks. Hadoop lacks metadata 
management and data auditability, and presents difficulties with standardization and reuse.

•	 Limited data quality and governance. While some data in Hadoop is kept for storage or 
experimental tasks that do not require high level of data quality, many are using Hadoop for 
end-user reporting and analytics and it is hard to trust the underlying data in such scenarios.

•	Maintainability of data integration tasks in Hadoop. When organizations perform data 
transformation tasks in Hadoop, they typically use a scripting approach that limits the ability to 
separate transformation logic from a physical execution plan. This often leads to maintainability 
issues due to the emerging nature of various Hadoop sub-components that these scripting 
tasks may be dependent upon.

•	Other technical challenges. Hadoop has challenges in managing mixed workloads according 
to user service-level agreements (SLAs), and it’s not capable of readily providing “right time” 
response to complex queries or real-time data integration support for front-line workforces 
using both historical and real-time data.
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Coexistence and Interoperability Between Hadoop and an EDW
Data integration plays a key role for organizations that want to combine data from multiple 
systems—Hadoop, an enterprise data warehouse (EDW), and transactional systems—to realize 
breakthrough business insights not otherwise possible. Data warehousing pioneer Ralph Kimball, 
founder of the Kimball Group consultancy, believes that hybrid models using an EDW based on 
a relational database management system (RDBMS) and Hadoop/MapReduce frameworks will 
emerge as the most compelling option for most organizations. 

“It is safe to say that relational database management systems and MapReduce/Hadoop systems 
will increasingly find ways to coexist gracefully in the coming decade,” Kimball writes in a recent 
in-depth white paper. “This author predicts that the dual solution will dominate, and in many cases 
the two architectures will not exist as separate islands but rather will have rich data pipelines 
going in both directions.”5

As Kimball notes, RDBMSs and MapReduce/Hadoop frameworks have distinct characteristics (see 
Table 1).

Table 1 . Relational DBMSs Versus MapReduce/Hadoop
Relational DBMSs MapReduce/Hadoop 

Proprietary, mostly Open source 

Expensive Less expensive 

Data requires structuring Data does not require structuring 

Great for speedy indexed lookups Great for massive full data scans 

Deep support for relational semantics Indirect support for relational semantics, e.g., Hive 

Indirect support for complex data structures Deep support for complex data structures 

Indirect support for iteration, complex branching Deep support for iteration, complex branching 

Deep support for transaction processing Little or no support for transaction processing 

Source: Kimball Group, April 2011.

Similar sentiment is echoed by eBay, one of the most data-centric organizations with large-scale 
data operation. According to Oliver Ratzesberger of eBay in May 2011, eBay is running the world’s 
largest data center hosting the world’s largest semistructured database, a Teradata-based system 
called Singularity (hybrid structure of modified Teradata system) of 37 PB, and 25 PB of Hadoop.6 

eBay also uses an EDW based on Teradata. 

As Figure 1 shows, eBay contends that there is no single technology silver bullet; it engineered 
a hybrid environment to capitalize on the unique strengths of three technologies and maximize 
performance of the overall environment:

•	Hadoop is great at optimal CPU usage, flexibility, and storage

•	 EDW provides optimal I/O performance, workload management, concurrency, and governance

•	Singularity bridges the gap between Hadoop and EDW by storing data that combines both 
structured and unstructured formats while maintaining good governance, workflow, I/O 
performance, and flexibility

“It is safe to say that relational 

database management systems 

and MapReduce/Hadoop systems 

will increasingly find ways to 

coexist gracefully in the coming 

decade. . . In many cases the two 

architectures will not exist as 

separate islands but rather will 

have rich data pipelines going in 

both directions.”

Ralph Kimball

Founder, Kimball Group

5  Ralph Kimball, Kimball Group, “The Evolving Role of the Enterprise Data Warehouse in the Era of Big Data Analytics,” April 2011.

6  Oliver Ratzesberger of eBay, Twitter announcement, May 25, 2011.



White Paper

7Technical Guide: Unleashing the Power of Hadoop with Informatica

Integrated Information Architecture with Hadoop
Let’s consider a real-world scenario for an integrated Big Data information architecture with 
Hadoop, an EDW, and transactional systems. Imagine a technology manufacturing company with a 
global footprint that relies on a large workforce and partners consisting of suppliers, resellers, and 
distributors. Actionable and trustworthy data plays a key role in enabling the company to achieve 
its strategic objectives:

•	Accelerate innovation and improve product offerings through concurrent engineering with R&D, 
engineering, and manufacturing via timely and integrated information, including product usage 
data and customer and partner feedback 

•	 Enable experimentation and improve yields across fundamental research, manufacturing, 
inventory management, and procurement with real-time tracking and root-cause analysis on 
raw data

•	Support, improve, or replace decision support by automating routine analysis and operational 
processes involving data on products, customers, partners, and employees via tracking through 
sensors, Web, and application, network, and other sources

•	 Proactively identify and respond to suspicious behaviors and minimize fraud and misuse  
of equipment

•	Decrease IT costs and risk and adopt cost-effective data processing platforms where they  
make sense

To meet these objectives, the company decided to evolve its IT environment and manage Big Data 
more effectively. Target data for analysis and processing is stored in transaction systems, an EDW, 
and Hadoop, both in the cloud and on premise. This initiative aims to: 

•	 Perform sentiment analysis using insights from Twitter, Facebook, LinkedIn, and other  
Web sources 

•	Detect customers or partners who are abusing return policies based on usage and  
contact patterns

•	 Perform analytics on equipment yield from parts, manufacturing factories, distributions,  
and end-users

Figure 1. There’s No Technology Silver Bullet
Source: Oliver Ratzesberger, eBay, “Extreme Analytics in a Virtual World,” October 2010



8

•	Combine data from multiple applications and store data longer before deciding what to do  
with it

•	Create a sandbox environment for data tasks

•	Scale to business demand with the ability to open and close new projects rapidly

As shown in Figure 2, this meant that the architecture needed a stronger foundation for enterprise 
data integration that could handle the following tasks:

•	Access . Access data from any source in its native format, including social media, sensors, 
locations, and devices.

•	Profile and cleanse . Ensure that data for analysis is trustworthy, including data on customers, 
products, and employees for management reporting and front-line staff decision support.

•	 Integrate and deliver . Transform data regardless of time scale—from years to microseconds—
and deliver it to meet end-user needs. 

•	Manage metadata . Across the environment, track metadata to promote auditability and 
consistency.

•	Handle streaming data with high throughput . Sift through and move large- scale data, including 
sensor and equipment operational data.

•	Manage data growth . Securely store large-scale data and manage it cost effectively over five to 
seven years.

•	 Interoperate with Hadoop . Anticipate changes in the approach so that the organization can 
decide when to use Hadoop and how to take advantage of both its EDW and Hadoop.

•	 Enable common access and collaboration . Ensure delivery of the right information to the right 
people with an access and collaboration framework.

Partner

Employee

Enterprise Analytics Platform

Data Warehouse

MDM

Data Quality

Ultra messaging

Complex Event
Processing

Information Lifecycle
Management

B2B Data

Transformation and
Data ExchangeUnstructured,

semistructured,
messaging

Source Systems

BI/Analytics sandbox
and statistical research

Subject Oriented Marts

ETL, data federation/
virtualization

EDW

DW DW

BU
App 1

Revenue

PI Tool TBD...

Product

Customer

Databases

Application
data

Advanced
analytics

Data mining
gridsPOC 1

HR

Com
m

on Access &
 CollaborationDa

ta
 A

rc
hi

va
l a

nd
 S

to
ra

ge
 S

ys
te

m

Business Intelligence/Analytics Tools
Custom

 Applications

Reference:  EMC IT information architecture.  Modi�ed to incorporate Hadoop

Cloud

Figure 2. High Level Reference Architecture
Source: Informatica, August 2011



White Paper

9Technical Guide: Unleashing the Power of Hadoop with Informatica

With a platform approach to data integration and Hadoop, the technology manufacturer can 
ensure accurate results in such areas as customer campaign analysis, R&D pipeline analysis, and 
partner performance. 

The effective use of Hadoop and the rest of the infrastructure enable this company to transform 
Big Data into innovation, growth, and productivity to gain better insights on customers and 
partners while strengthening control of R&D and product delivery processes. In particular, data 
sets that were previously hard to process and analyze with other data, such as social media, 
geospatial, and sensor and device data, can reside in the integrated environment of Hadoop and 
the EDW. The company gains the flexibility to choose the timing and methods of data processing 
and analysis based on market conditions and product performance. 

Hadoop Components and the Role of Data Integration 
Hadoop and its components encompass a wide range of data processing tasks, including data 
integration, as shown in Table 2. Many organizations will mix and match individual components, 
using Hadoop’s loosely coupled architecture. As well, many organizations are combining elements 
of Apache Hadoop with other database approaches, including other open source projects such 
as Apache Cassandra for a distributed database or key-value store. This Hadoop tool bag is 
beginning to introduce capabilities from relational database systems, such as Avro’s support 
for schemas—when Avro data is stored in a file, its schema is stored with it, so that files may be 
processed later by any program.

Table 2 . Hadoop Components by Description and Data Integration Tasks

Hadoop Components What It Does Relevance to Data Integration

Hadoop Common Provides basic components and utilities of 
the Hadoop system

Installed as part of the base Hadoop 
installation

Hadoop Distributed 
File System (HDFS)

Stores data for Hadoop in a highly 
distributed manner with redundancy and 
performance

Used as a source or target for a data 
integration job that runs on Hadoop

Hadoop MapReduce Serves as a programming framework 
for processing a large volume of data 
across the cluster of servers with specific 
algorithmic interfaces

MapReduce allows large data integration 
processing to be efficiently executed on 
Hadoop

Chukwa Collects data from various sources and 
stores into HDFS, leveraging MapReduce

Used to source data from logs and other 
systems and push into HDFS

HBase Stores data in a large distributed and 
scalable database running on Hadoop

Ideal database infrastructure on Hadoop for 
large variable length and sparse data sets

Hive Provides ad hoc query and analysis for data 
on Hadoop using a SQL interface

Powerful SQL query language that can be used 
as part of a data integration flow

Mahout Provides a library of data mining and 
machine learning algorithms for large data 
sets

For data integration projects that require data 
mining and advanced analytics, these functions 
and algorithms can be invoked and included as 
part of a data integration flow

Pig Provides interface and data flow language 
for processing data on Hadoop

Scripting-like interface for extract, transform, 
and load (ETL) and other data integration tasks 
running on Hadoop

Sqoop Provides command-line tools to load and 
extract data from Hadoop and relational 
data sources

Connectivity to relational sources to and from 
HDFS/Hadoop as part of a data integration job

Flume Continuously captures and ingests/streams 
data into Hadoop

A mechanism to ingest large log and 
clickstream-like datasets into Hadoop
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Zookeeper Provides configuration, naming, and other 
coordination capabilities for Hadoop tasks

Administration and coordination functionality 
for data integration tasks that run on Hadoop

Oozie Provides workflows and coordination 
services for jobs that are running on 
Hadoop

Workflow and orchestration function of multiple 
data integration jobs that run on Hadoop and 
outside of Hadoop

Source: Informatica using references from http://hadoop.apache.org/#What+Is+Apache+Hadoop%3F, and other 
publicly available references on the Web.

Hadoop Use Cases and Architecture Today

Top Use Cases for Hadoop 
Hadoop and integrated information architectures are opening new frontiers for business insight 
and operational performance improvements in virtually every industry. An abundance of potential 
use cases break new ground in the scope and depth of data processing and analysis. As Ralph 
Kimball notes in a white paper on Big Data analytics, “None of these use cases can be satisfied 
with scalar numeric data, nor can any be properly analyzed by simple SQL statements.”7 (For more 
complete treatment of the use cases, please refer to Kimball’s white paper, “The Evolving Role of 
the Enterprise Data Warehouse in the Era of Big Data Analytics”.)

For this technical guide, based on Informatica customer and industry interviews, we have selected 
the following use cases that have motivated organizations to evaluate or deploy in Hadoop, as 
shown in Table 3.

Table 3 . Selected Hadoop Use Cases 
Use Case Description Typical Customer Profiles

Customer Churn Analysis User behavioral modeling, predictive modeling, 
and other advanced analytics based on social 
media data, Web logs, application logs, CDRs, 
and other data sources

Companies highly reliant on 
Web behaviors, e-commerce, 
telecommunications

Marketing Campaign Analytics 
and Ad Analysis

Mining of clickstream and log data to understand 
campaign and offer effectiveness

Companies highly reliant on Web 
behaviors, e-commerce

Risk Analysis Massive modeling and data generation to 
understand what-if scenarios and total assets 
needed to cover various positions

Investment banks, insurance 
companies

Fraud Analysis Clickstream, log mining, and Web scraping to 
understand fraudulent behaviors

E-commerce, banks, insurance 
companies

Sentiment Analysis Analysis of unstructured content from social 
media and Web activities to measure customer 
sentiments; use results correlated to customer 
and partner data in traditional sources to 
personalize customer communications from 
sales, marketing, and support 

Companies highly reliant on 
Web behaviors, e-commerce, 
pharmaceutical firms for adverse 
impact tracking

Defect Tracking and Device 
Monitoring

Device log file analysis to determine root cause 
of issues or patterns of defects

Networking equipment or storage 
manufacturers

7  Ralph Kimball, Kimball Group, “The Evolving Role of the Enterprise Data Warehouse in the Era of Big Data Analytics,” April 2011.
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Research and Development Scientific and genomic data analysis to perform 
large-scale advanced R&D; adverse impact 
analysis through tracking the effects of drug use 

Pharmaceutical, biotech 
companies

ETL Processing on Hadoop Standard ETL processing running on Hadoop Any

Sandbox or Data Preparation Data experiments or preparation in a sandbox 
environment, with temporary data storage before 
movement to a data warehouse or analytics layer, 
including patterns/relationship recognition and 
machine learning systems

Any

Storage Temporary or permanent data storage for future 
analysis or simple archiving

Any

Source: Informatica, August 2011.

Hadoop Deployment Scenarios
In evaluating Hadoop for a given use case, a critical question is whether to use the framework as 
a replacement technology or as an addition to the existing environment, and what data integration 
mechanisms need to be in place among Hadoop, RDBMS, transactional, or other database 
systems. Organizations typically choose from among three deployment scenarios:

•	New use cases . The most common deployment scenario for Hadoop is to address a 
requirement that was technically impossible or financially impractical using existing IT 
infrastructure—for example, analysis of unstructured data or Web clickstream analytics.

•	Replacement solution . This deployment uses Hadoop to either replace or offload elements 
of an existing solution. For example, a fraud analysis solution implemented using traditional 
infrastructure can only analyze two days of transaction data. It gets replaced with a Hadoop 
solution that can analyze two months of transaction data in the same time at lower cost. 

•	Alternative solution for new initiatives . In this deployment, Hadoop handles new projects 
for use cases previously addressed using traditional technology. For example, a mid-sized 
enterprise or e-commerce company decides to build a data warehouse on Hadoop instead 
of on an RDBMS. To date, this has been the least common of the three deployment scenarios 
because Hadoop is often poorly suited as an RDBMS replacement for structured data. 
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High-Level Data Flows
Figure 3 depicts a variety of Big Data sources, data integration and transformation processing, 
and delivery to end-user analytics and reporting systems. You can perform the following data 
integration tasks to harness the power of Big Data. 

•	 Enterprise data integration . Access, transform, and deliver all data including Big Transaction 
Data and Big Interaction Data, such as social media data, with the ability to provision data as a 
service in physical or virtual formats.

•	B2B data exchange . Extract and transform data, including industry-specific data, device data, 
files, documents, messages, CDRs, and images into a usable format and exchange across 
partners.

•	Cloud data integration . Perform enterprise-class data synchronization and replication as a 
service to data either in the cloud or in on-premise IT systems.

•	Data quality . Discover hidden data problems and fix at point of entry. Enable data analysts to 
investigate and document data quality issues by discovering and analyzing anomalies. Match 
and resolve data sets into a proper identity. Another option is to use Hadoop to give analysts 
access to the most immediate raw data available before it goes through traditional data quality 
check and data transformation processes.

•	Master data management . Provide consolidated and reliable business-critical data via 
managing dimensional data for analytics and delivering data to operational master data 
hubs. Combine master data management (MDM) with social data to understand behaviors, 
influences, and relationships.

•	Application information lifecycle management . Manage Big Data growth securely and cost-
effectively with data archives, data masking, and data subsets.

•	Complex event processing . Automate the analysis of data and deliver relevant operational 
intelligence and proactive actions to individuals and business process systems by rapidly sifting 
through all data, including social interaction data from Twitter.

•	Ultra messaging . Send and receive millions of messages per second with microsecond delivery 
times for zero-latency data delivery, meeting demands for latency, throughput, and predictability 
in the era of Big Data.

It may be fine to keep data in an uncleansed, “raw” format if you don’t need accurate results 
for reporting or operational processing. However, once you decide to use the data in Hadoop to 
gain insights and streamline operations, you need clean, integrated data in Hadoop. To do this, 
consider the following data integration tasks:

•	 Enterprise data integration . Perform processing of routine data integration tasks and manage 
metadata with an integrated development environment (IDE) for standardization, reuse, and 
productivity improvement.

•	B2B data exchange . Execute any-to-any data transformations in MapReduce and parse 
unstructured data into a usable format for faster processing and analysis.

•	Data quality . Profile and cleanse data that requires a high degree of trust.
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Considerations for Data Integration in Hadoop
Let’s say you have evaluated potential use cases for Hadoop and identified one or more for which 
Hadoop is a good fit for your organization’s needs. To unleash the power of Hadoop, you need 
to assess where and how to perform data integration tasks involving Hadoop. You can ask the 
following questions to select your approach:

•	Are these tasks native to Hadoop and easier and more reliable to script in Hadoop where you 
don’t see the need to replicate elsewhere or scale it across multiple projects? These tasks may 
include basic scheduling, routine procedures, and log aggregation. 

•	Will only one or a few source systems load Hadoop, so that you can just use the HDFS API, or 
will there be a significant number of source systems?

•	When new data comes in and you need to update files in HDFS, will this be a simple append—
such as for new time-stamped log data—or will you need data governance to avoid information 
in Hadoop that is a version different from that in other data warehouses or marts?

•	Do you have an EDW or other data warehouses that contain your official data of record, with 
additional storage of subsets of that data in Hadoop, or will you be storing compliance-related 
information only in Hadoop?

•	 For tasks related to streaming data with Flume, Scribe, or Chukwa, or bulk relational data 
loading with Sqoop, can you satisfy data timeliness and uptime requirements with these tools? 
What are the end-user requirements? 

•	 Is it acceptable for you not to manage metadata holistically? 

•	Are you dealing with tasks that involve entity extraction and custom matching and require 
extensive, complex, and customized scripting?

•	Can you find skilled developers and analysts to handle these tasks within your required time 
horizon? 

If you answered yes to most or all of the questions above, it’s likely to be an acceptable approach 
to undertake these tasks using only Apache Hadoop tools such as the HDFS API, Flume, and 
Sqoop. Other critical data integration tasks in Hadoop, however, are better implemented with a 
platform approach. 
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Using a Data Integration Platform for Hadoop 
A platform approach to data integration in Hadoop is advisable for a number of projects, 
including those requiring metadata management, mixed workloads, resource optimization, and 
interoperability with the rest of your IT architecture. 

•	Managing metadata . Without metadata, the outcomes of projects are suspect and may suffer 
from inconsistency and poor visibility. A data integration platform supplies full metadata 
management capabilities, with data lineage and auditability, and promotes standardization.

•	Mixed workload management . A data integration platform enables integration of data sets from 
Hadoop and other transaction sources to do real-time business intelligence and analytics as 
events unfold. 

•	Resource optimization and reuse . Organizations are concerned about getting the right 
resources and want to create a framework to reuse and standardize data integration tasks. A 
data integration platform promotes reuse of IT resources across multiple projects and boosts 
return on personnel training.

•	 Interoperability with rest of architecture . It may be challenging to rationalize Hadoop and 
incorporate Hadoop as part of the extended environment. A data integration platform’s 
capabilities for universal data access and transformation support the addition of Hadoop as 
part of an end-to-end analytics and data processing cycle.

In such scenarios, a platform approach to data integration can help you take full advantage of 
the data processing power of Hadoop and exploit the proven capabilities of an open, neutral, and 
complete platform for integrating data. A platform supports interface requirements between the 
scripting and platform environments, meaning you can use either approach regardless of whether 
Hadoop is deployed as a standalone system or aligned with an EDW. You can bridge the gap of 
transaction and interaction data with a platform approach to data integration at reduced risk and 
cost.
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Six Guiding Principles for Platform-Based Data Integration in Hadoop 
The following guiding principles will help you select the right data integration solution for Hadoop. 

1 . Universal Data Access 

Organizations often face obstacles in accessing the sheer variety of Big Data in its native 
format and turning it into a usable format. A Hadoop environment is no exception. In particular, 
organizations need to combine all types of structured and unstructured data and process it 
without being limited to when and how it arrives. 

Furthermore, you may want to move data in and out of Hadoop based on your analytic and 
operational needs. With universal data access, you can combine transaction and interaction data 
from conventional applications, social media, Web logs, and CDRs and from locational, sensor, 
and device systems. Enterprise data integration and B2B data exchange and transformation help 
you achieve the following benefits:

•	 Ensure repeatability and maintainability in native data access

•	 Promote flexibility in choosing where to keep source data between Hadoop and non-Hadoop 
systems

•	Create virtual data access in and out of Hadoop

•	 Increase data usability through data exchange between native and consumable formats while 
leveraging MapReduce

2 . Data Parsing and Exchange 

Working in the Hadoop framework re-emphasizes the importance of decomposing files into data. 
A parser in Hadoop checks for correct syntax and builds or extracts a data structure. Most people 
find parsing difficult and complex because this task is based on the data source, including 
hierarchical, binary, semistructured, and vertical- or domain-specific data types. Instead of 
manually translating these formats into a consumable format, a data integration platform enables 
you to extract data from any file, document, or message and transform it into a usable form, while 
leveraging the power of distributed processing in Hadoop. With data transformation and exchange, 
you can obtain these benefits:

•	Shorten the development time of a new file format by using a visual design environment to 
define any parser

•	Reduce maintenance costs by using optimized support file formats, including full support for 
binary data, log formats such as industry-specific formats, and native XML parsing

•	 Ensure scalability with distributed engines as a MapReduce step 



16

3 . Processing in Hadoop 

To optimize performance, many organizations are seeking to add the flexibility to push down data 
transformation processing into Hadoop or traditional databases from the server running a data 
integration platform. The challenge is to choose the right systems to perform data transformation 
processing by selecting the most appropriate resources within Hadoop or out of Hadoop to 
traditional databases. You also want to combine the flexibility of a codeless development 
environment with Hadoop’s data processing performance. With pushdown processing of data 
transformation to Hadoop, you can bring the data transformation logic to a vast, data-rich Hadoop 
environment and gain the following benefits:

•	Capitalize on Hadoop’s processing power by reusing the codeless data integration 
transformation engine 

•	 Promote development productivity and security with an IDE 

•	 Increase maintainability of data processing by decoupling data transformation logic from the 
physical execution plan

4 . High-Throughput Data Provisioning

In Hadoop, the ability to handle data is constrained by the current architecture and scheduling 
technology and your hardware investments. For example, in MapReduce, map tasks stage data to 
a file before the data is sent to a reduce task, and reduce tasks do not start until all map tasks 
complete. It can also take a few minutes to start a MapReduce job. These factors make real-time 
processing difficult. Indeed, it is often difficult to gain access to real-time or streaming data and 
achieve high concurrency in Hadoop. 

The workaround is to support changed data (moving only data updated since the last move) or 
create mini-batch jobs, as long as you optimize data sets for such operations between Hadoop 
and other systems. Ultimately, you need to provision data from years down to microseconds to 
support end-user service levels. With high-throughput data provisioning, you can achieve the 
following benefits:

•	 Ensure up-to-date data delivery between Hadoop and the rest of the enterprise—batch, 
minibatch, change data, streaming data, and message data

•	 Improve data processing by efficient partitioning and redistribution of data in Hadoop via Hive 
with data profiling

•	Support large data distribution with high throughput and concurrency 
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5 . Metadata Management and Auditability

Hadoop is optimized to perform large-scale data processing and store data, but it is not ideal for 
tracking Hadoop metadata and gaining insights into development tasks between IT and business 
analysts. This situation may be acceptable for small team tasks that do not require precision and 
consistency. However, as the scale of development grows, reuse and standardization through a 
metadata-driven approach become more important. With metadata management and auditability, 
you can gain these benefits:

•	Align business and IT through a common taxonomy of metadata definitions, including business 
terms and technical definitions

•	Shorten project delivery with end-to-end personalized lineage

•	Reduce compliance exposure and risk through data audits and monitoring 

6 . Data Quality and Data Governance

Big Data residing in Hadoop is becoming bigger and more complex. Organizations are challenged 
with improving insight into the Big Data in Hadoop. By profiling data, you can better understand 
what data means, detect anomalies, and define metadata models. For selected data tasks, you 
can cleanse data and manage data quality to increase trust, and identify duplicate data records 
for matching and resolving multiple names into one identity. The ability to compress data and 
manage data growth effectively and securely should be part of controlling your data. With data 
quality and data governance, you can achieve the following benefits:

•	 Increase efficiency in understanding data characteristics and fix issues

•	 Improve trustworthiness of data used for further analytics and processing

•	 Enhance risk mitigation, compliance, and governance and detect fraud with data matching

•	 Perform extreme compression and ensure easy access to data in Hadoop as part of the data 
archival and growth management framework

Figure 4 describes how six guiding principles in Data Integration complements the Hadoop 
components.
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An effective technology foundation is a prerequisite, but is not sufficient to maximize the benefits 
from tackling Big Data. The solution that many leading IT organizations are implementing is Lean 
Integration. Lean Integration is a management system that emphasizes continuous improvement 
and the elimination of waste in end-to-end data integration and process integration activities. 

A Lean Integration system recognizes the common pitfalls of implementing complex integrations 
project by project and the resulting unnecessary expense, risk, and delay. Challenges and 
consequences can be particularly pronounced in early Hadoop implementations, prompting 
organizations to consider a platform-based data integration approach with Lean Integration. With 
Lean Integration techniques, you can gain the following benefits:

•	 Eliminate waste and accelerate project delivery time

•	Better allocate resources to high-value projects through increased team productivity

•	Continuously improve project quality

Hadoop and Data Integration in Action
Now is a great time to consider Hadoop and how to extend your data integration practice to get 
the most from Hadoop with a platform approach. Companies in numerous industries are using 
Hadoop and the Informatica Platform, as the following customer use cases show.

Telecommunications: Improved Analytics for Customer Churn and 
Marketing Campaigns 
A leading telecommunications company had a vision of gaining deeper insights into customer 
behaviors and relationships to reduce churn and improve cross-sell and upsell. The company 
faced the challenge of accessing, transforming, and analyzing diverse data sources, including 
CDRs, textual data from technical support logs, Web logs, and billing that spread across the 
enterprise and partner environments. By using Hadoop, the company is combining transaction 
data from applications and networks, CDR data stores, and social networks to understand who the 
high influencers are in their calling circles and why they were leaving. 

The analysis is helping to mitigate the churn of key customers and turn unhappy customers into 
happy ones who respond to optimized cross-sell and upsell offers. Processing data in Hadoop and 
an EDW is helping the telecommunications provider increase the accuracy of churn predictions 
and better respond with the right products and services. In the long term, the company can also 
optimize network investments to improve areas of spotty mobile coverage that contributed to 
customer churn. This company is using a data integration platform approach to extend its EDW 
with Hadoop to promote agile data integration and accelerate response to marketing campaign 
needs while promoting reuse and standardization. 

E-Commerce: Streamlining Operations On-Line with Ad Targeting
A large e-commerce company’s business model is based on providing a personalized experience 
for Web users while using automation to minimize unnecessary processes that require human 
interventions. It specializes in advertisement targeting, using an automated recommendations 
engine to serve up display ads personalized to Web users based on their activity. The company 
required better understanding of user activities and preferences to maximize ad-based revenues 
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to both advertisers and affiliate partners. The clickstream data itself was relatively simple—the 
challenge was scaling data processing to understand the Web browsing habits and activities 
across millions of users. The analytics rules to optimize the display of ads were complex and 
required continuous tweaking because of constant changes in user behaviors. 

Using Hadoop, the e-commerce provider was able to capture success metrics for each 
advertisement and adjust the ads to increase per-user revenue. With a data integration platform 
approach, the company combined historical data from its EDW to refine those models and 
improve the personalization and precision of ad targeting. The EDW also is playing a crucial role 
in handing off selected results developed in Hadoop to marketing campaign systems so that 
the company can further automate the creation and delivery of offers to increase the overall 
effectiveness of on-line campaigns.

Investment Banking: Risk and Fraud Analytics 
A global investment bank had a management directive to improve its risk management by 
understanding market exposure, client behaviors, and its holdings. The bank is also obligated to 
track and report misuse and fraudulent activities associated with its financial instruments. The firm 
had difficulties precisely predicting risks across multiple offerings as it grew through acquisitions 
and introduced new types of security instruments during the boom period. It was hard for the 
bank to share data across numerous applications and source systems. The bank also felt that, 
to increase accuracy of risk predictions, it needed to rely on larger data sets, rather than data 
samples, to ensure that its predictive models accounted for edge cases that are outside of the 
statistical norm such as suspicious activities by a rogue trader. 

Leveraging Hadoop and a data integration platform, the bank is merging data sets across large 
data repositories and improving its algorithms using statistical and other advanced techniques 
to monitor risks and detect such fraudulent activity as money laundering and insider trading. The 
bank can also retain its records and deliver reports required by regulations. The ability to quantify 
risk more accurately and detect issues allows the bank to increase profits and protect itself 
against losses.

Manufacturing: Defect Tracking Across the Product Lifecycle
A large storage manufacturer focuses on product quality and minimizing manufacturing defects as 
a key measure of corporate success. This focus involved painstaking processes of capturing and 
analyzing data across the R&D-to-product delivery lifecycle and performing root-cause analysis 
of why certain defects occurred. Many possibilities— including design errors, supplier part defects, 
equipment errors, manufacturing process issues, delivery issues, and distribution partner handling 
problems— were considered. It was hard for the company to cost-effectively maintain and process 
large volumes of data over a long time scale, but that was necessary because data analyses 
required multiple iterations and data set changes. 

Using Hadoop, the manufacturer is now on track to cut the costs of storing data for an extended 
period of time and perform data processing tasks against research data, instrumentation data, 
device and sensor data, locational data of partners, and user feedback from Web and customer 
service logs. The company can also detect new patterns and trends and support development 
of defect prevention algorithms by combining historical data with real-time data from a data 
integration platform.
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Select the Right Projects for Hadoop 
Implementation

•	 Choose projects that play to Hadoop’s 
strengths and minimize its disadvantages. 
Organizations choose Hadoop for complex 
analytics, cost-effective storage and data 
exploration. Be mindful of limitations about 
mixed workload, real-time, and concurrency 
limitations 

•	 Assess data characteristics and requirements 
in terms of volume, velocity, and variety in 
details

•	Get involved with Hadoop communities and 
learn best practices 

•	 Evaluate a data integration platform approach 
in Hadoop that can hide the underlying 
complexity of emerging open source 
technologies

Rethink and Adapt Existing Architectures  
to Hadoop

•	 Create a multiyear road map and be ready to 
accommodate changes from Hadoop and other 
technologies that impact Hadoop deployment

•	Develop an environment in which data 
scientists and analysts can easily profile data, 
test algorithms, and validate models

•	Devise an architecture and tools to efficiently 
implement the data processing pipeline and 
provision the data to production

•	 Start small and grow incrementally with a data 
platform and architecture that enable you 
to build once and deploy wherever it makes 
sense—using Hadoop or other systems, on 
premise or in the cloud

Plan Availability of Skills and Resources Before 
You Get Started

•	 Think holistically about resource allocations 
and possible cross-training—Hadoop only, 
traditional platform only, or a hybrid approach

•	Determine how to acquire and develop 
talents, including data scientists, developers, 
architects, and analysts, based on future 
project needs

•	Devise an approach to leverage skills and 
resources across a global skilled development 
community

Prepare to Deliver Trusted Data for Areas  
That Impact Business Insight and Operations 

•	 Consider your end-to-end data processing 
pipeline; determine what you need to make 
operational in the lifecycle data access, 
security, cleansing, matching, integration, 
delivery, and archiving

•	 Anticipate that data will require cleansing and 
matching for reporting and analysis

•	 Adhere to a data governance program to 
deliver authoritative and trustworthy data to  
the business

•	 Adopt metadata-driven audits to add 
transparency and increase efficiency in 
development

Adopt Lean and Agile Integration Principles

•	 Consider or extend your existing Integration 
Competency Center (ICC) to support a shared-
services model to reduce cost and risk and 
better utilize Hadoop clusters and resources

•	 Think about the endgame to control sprawl and 
to scale the environment across the enterprise

•	 Look for a solution that supports unified 
administration of projects; use self-service and 
data virtualization as part of the platform 

•	Use this situation as an opportunity to further 
close the disconnect between IT and business 
to become lean and agile

GETTING STARTED WITH HADOOP PROjECTS AND DATA INTEGRATION

These are the five key success factors to consider for people who are evaluating Hadoop or 
formulating a Hadoop strategy:
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Conclusion
Hadoop is coming of age and becoming more widely adopted. It is an opportune time for you to 
tap Hadoop and discover new ways of mining data and becoming data-centric to drive competitive 
advantage. Data integration is at the heart of unleashing the value of Big Data, and you can 
use the platform-based approach to data integration with Hadoop and augment your existing IT 
environment. With an 18-year legacy of data integration innovation and leadership, Informatica is 
uniquely positioned to tackle the challenges of Big Data. Since 1993, Informatica has been:

•	 Enabling universal data transformation and data access—from the mainframe to message 
queues—on any processing platform 

•	Delivering universal connectivity and metadata-driven auditability to track lineage for all data, 
from transaction data to interaction data 

•	 Pioneering advances in data scalability, virtualization, and growth management, from symmetric 
parallel processing (SMP) to grid computing to massively parallel processing (MPP), on premise 
and in the cloud 

Big Data is only getting bigger. So is your potential opportunity. Hadoop is here to stay and will 
continue to evolve and mature. Together with Hadoop and Informatica, you can put the industry-
leading Big Data integration platform to work for gaining competitive insights and improving 
operations by unleashing the power of Big Data.

About Informatica
Informatica Corporation (NASDAQ: INFA) is the world’s number one independent provider of data 
integration software. Organizations around the world rely on Informatica to gain a competitive 
advantage with timely, relevant and trustworthy data for their top business imperatives. Worldwide, 
over 4,440 enterprises depend on Informatica for data integration, data quality and big data 
solutions to access, integrate and trust their information assets residing on-premise and in the 
Cloud. For more information, call +1 650-385-5000 (1-800-653-3871 in the U.S.), or visit  
www.informatica.com. 

Connect with Informatica at http://www.facebook.com/InformaticaCorporation,  
http://www.linkedin.com/company/informatica and http://twitter.com/InformaticaCorp.
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